
GTDAML 2021
Schedule

Note: all times are in the EDT zone.

Friday July 30th
1:40 pm - 2:00 pm Opening remarks
2:00 pm - 3:00 pm Plenary talk by Professor Deanna Needell (UCLA)
Title: On the topic of topic modeling: enhancing machine learning approaches
with topic features

Abstract: In this talk we touch on several problems in machine learning that can
benefit from the use of topic modeling. We present topic modeling based
approaches for online prediction problems, computer vision, text generation, and
others. While these problems have classical machine learning approaches that
work well, we show that by incorporating contextual information via topic
features, we obtain enhanced and more realistic results. These classical methods
include non-negative matrix and tensor factorization, generative adversarial
networks, and even traditional epidemiological SIR models for prediction. In this
talk we provide a brief overview of these problems and show how topic features
can be used in these settings. We include supporting theoretical and experimental
evidence that showcases the broad use of our approaches.



3:30 pm - 4:00 pm Persistent Laplacians: Properties, Algorithms and Implications
Zhengchao Wan (The Ohio State University)
4:00 pm - 4:30 pm Prodsimplicial Complexes on Directed Graphs related to DNA
Rearrangement
Lina Fajardo Gomez (University of South Florida)
4:30 pm - 5:00 pm Smooth graph learning for functional connectivity estimation
Xinyue Xia (UCSD)
5:00 pm - 5:30 pm Persistent cup product for quasi periodicity detection
Luis Polanco Contreras (Michigan State University)

6:00 pm- 7:30 pm Panel on academic research and industry.
Professor Lorin Crawford (Microsoft Research and Brown University)
Professor Marco Cuturi (Google Brain and CREST - ENSAE, Institut Polytechnique
de Paris),
Melissa McGuirl (PhD Brown, Spotify)
Jesse Zhang (PhD Stanford, Co-Founder at Beacons).



Saturday July 31st
11:00 am - 11:30 am Fast Computing of Persistence Diagram of Flag Complexes
Eduard Tulchinskiy (National Research University Higher School of Economics,
Moscow, Russia)
11:30 am - 12:00 m Graph-based Matérn Priors and Forward Maps for Inverse
Problems on Manifolds with Boundary
Hwanwoo Kim (University of Chicago)
12:00 m - 12:30 pm Measuring Dependency with Optimal Transport
Thomas Staudt (University of Göttingen)
12:30 pm - 1:00 pm Visualisation of Kendall shape spaces with Geomstats
Elodie Maignant (Inria / ENS Paris-Saclay)

2:00 pm - 2:30 pm Phase estimation with persistent homology
Wojciech Reise (Datashape, Inria Paris-Saclay; Department of Mathematics,
Univeriste Paris-Saclay)
2:30 pm - 3:00 pm Persistent spectral graph theory
Rui Wang (Michigan State University)
3:00 pm - 3:30 pm A variational model for the analysis of shape graphs with
partial matching constraints
Yashil Sukurdeep (Johns Hopkins University)
3:30 pm - 4:00 pm The Square Root Normal Field Distance and Unbalanced
Optimal Transport
Emmanuel Hartman (Florida State University)
4:00 pm - 4:30 pm Consistency of spectral multi-manifold clustering
Chenghui Li (University of Wisconsin Madison)

5:00 pm - 7:00 pm Poster session I



Sunday August 1st

11:00 am - 1:00 pm Poster session II

2:00 pm - 2:30 pm Topological data analysis of C. elegans locomotion and
behavior:
Iryna Hartsock and Alex Elchesen (University of Florida)
2:30 pm - 3:00 pm Topology-Aware Deep Image Segmentation
Xiaoling Hu (Stony Brook University)
3:00 pm - 3:30 pm Physics Informed Convex Artificial Neural Networks
(PICANNs) for Optimal Transport based Density Estimation
Amanpreet Singh (University of Utah)
3:30 pm - 4:00 pm Topological Data Analysis through alignment of Persistence
Landscapes
James Matuk (Department of Statistics, The Ohio State University)

5:00 pm - 5:30 pm Quantization Methods for Preserving Euclidean and Kernel
Distances
Jinjie Zhang (University of California San Diego)
5:30 pm - 6:00 pm Machine Learning Predicting Adhesive Free Energies of
Polymer-Surface Interactions
JIale Shi (University of Notre Dame, Department of Chemical and Biomolecular
Engineering)
6:00 pm - 6:30 pm Persistent Homotopy Groups of Metric Spaces
Ling Zhou (The Ohio State University)
6:30 pm - 7:00 pm Novel Homology-Based Centrality Measures for Weighted
Graphs
John Rick Manzanares (University of the Philippines Baguio)

7:00 pm - 7:10 pm Closing remarks



Titles and Abstracts
for 20 min. Talks

Topological data analysis of C. elegans locomotion and behavior (Sun)
Iryna Hartsock and Alex Elchesen (University of Florida)

Abstract: We apply topological data analysis to video of C. elegans, a
widely-studied model organism in biology. We develop a quantitative summary of
complex behavior that can be used as a tool for future biological experiments. Using
this method, we are able to classify videos from different environmental conditions.
Furthermore, we are able to match the bars in the barcode with corresponding
worm behaviors and use representative cycles of persistent homology to produce
synthetic videos of these behaviors.

This is joint work with Ashleigh Thomas, Peter Bubenik, Kathleen Bates and Hang
Lu.

Prodsimplicial Complexes on Directed Graphs related to DNA
Rearrangement (Fri)
Lina Fajardo Gomez (University of South Florida)

Abstract: A prodsimplicial complex uses Cartesian products of directed simplices as
cells. Consistently directed (CD) graphs have a unique source and a unique target
with no cycles. Double-occurrence words (DOWs), where every letter appears
exactly twice, can be associated to genetic sequences where recombination
happens. In this case, the insertion or deletion of certain subwords of DOWs models
DNA rearrangement. A word graph is a CD graph which has DOWs as vertices, while
edges indicate when a word can be obtained from another through the deletion of
subwords. We study word graphs associated to the genome of a ciliate species (O.
trifallax) and compute their homology groups using prodsimplicial complexes. The
first homology group may represent pathways of recombination and be used to
describe the complexity of these rearrangement processes.



Measuring Dependency with Optimal Transport (Sat)
Thomas Staudt (University of Göttingen)

Abstract: This talk studies the question how optimal transport (OT) can be used to
quantify statistical dependency on general Polish spaces. It focuses on the concept
of transport dependency, which is the OT-cost between the joint distribution of two
random variables and the product of their marginal distributions. This is a versatile
concept that intrinsically links statistical properties of the dependency structure with
metrical properties of the ground spaces. In particular, coefficients of dependency
can be derived that assume the value 0 only in the case of statistical independence,
and that assume the maximal value 1 if and only if the random variables are
connected by shape-constrained functional relations (like isometries or Lipschitz
functions).

Physics Informed Convex Artificial Neural Networks (PICANNs) for Optimal
Transport based Density Estimation (Sun)
Amanpreet Singh (University of Utah)

Abstract: OptimalMassTransport (OMT) is awellstudi problem with a variety of
applications in a diverse set of fields ranging from Physics to Computer Vi- sion and
in particular Statistics and Data Science. Since the original formulation of Monge in
1781 significant theoretical progress has been made on the existence, uniqueness
and properties of the optimal transport maps. The actual numerical computation of
the transport maps, particularly in high dimensions, remains a challenging problem.
By Brenier’s theorem, the continuous OMT problem can be reduced to that of
solving a non-linear PDE of Monge-Ampere type whose solution is a convex
function. In this paper, building on recent developments of input convex neural
networks and physics informed neural networks for solving PDE’s, we propose a
Deep Learning approach to solve the continuous OMT prob- lem. To demonstrate
the versatility of our framework we focus on the ubiquitous density estimation and
generative modeling tasks in statistics and machine learn- ing. Finally as an
example we show how our framework can be incorporated with an autoencoder to
estimate an effective probabilistic generative model.

Visualisation of Kendall shape spaces with Geomstats (Sat)
Elodie Maignant (Inria / ENS Paris-Saclay)

Abstract: Geomstats is an open-source Python package for computations and
statistics on nonlinear manifolds. It gathers implementations of geometric statistics



and learning algorithms together with a wide catalogue of implemented Riemannian
manifolds. The Kendall shape spaces are one of the latest additions. Starting with
the definition of a shape as the geometrical information that remains when location,
scale and rotational effects are removed from an object, Kendall shape theory
echoes in many fields like biology, medicine, or image analysis. After introducing
Geomstats and Kendall shape spaces, we will focus on their exact visualisation in
the case of shapes of triangles, the first shapes Kendall got interested in, and its
implementation in the library. We will also explain how this contributes to provide
educational support to learn "hands-on" differential geometry and foster research in
the field by developing geometric intuition with illustrative examples, as described
in the objectives of Geomstats.

The Square Root Normal Field Distance and Unbalanced Optimal Transport
(Sat)
Emmanuel Hartman (Florida State University)

Abstract: This talk explores a novel connection between two areas: shape analysis
of surfaces and unbalanced optimal transport. Specifically, we characterize the
square root normal field (SRNF) shape distance as the pullback of the
Wasserstein-Fisher-Rao (WFR) unbalanced optimal transport distance. As a
consequence of our results, we obtain a precise method for computing the SRNF
shape distance directly on piecewise linear surfaces and gain new insights about the
degeneracy of this distance.

Persistent Homotopy Groups of Metric Spaces (Sun)
Ling Zhou (The Ohio State University)

Abstract: By measuring both the geometrical and topological feature of datasets,
persistent homology has shown its strength in applications. Motivated by the fact
that homotopy contains much more information than homology, we study notions
of persistent homotopy groups of compact metric spaces, together with their
stability properties in the Gromov-Hausdorff sense. Under fairly mild assumptions
on the spaces, the classical fundamental group, isomorphic to the limit of the
persistent fundamental group, has an underlying tree-like structure (i.e. a
dendrogram) and an associated ultrametric.



A variational model for the analysis of shape graphs with partial matching
constraints (Sat)
Yashil Sukurdeep (Johns Hopkins University)

Abstract: This talk introduces an extension of Riemannian elastic curve matching to
a general class of geometric structures, which we call (weighted) shape graphs,
that allows for shape registration with partial matching constraints and topological
inconsistencies. Weighted shape graphs are the union of an arbitrary number of
component curves in Euclidean space with potential connectivity constraints
between some of their boundary points, together with a weight function defined on
each component curve. The framework of higher order invariant Sobolev metrics is
particularly well suited for retrieving notions of distances and geodesics between
unparametrized curves. The main difficulty in adapting this framework to the
setting of shape graphs is the absence of topological consistency, which typically
results in an inadequate search for an exact matching between two shape graphs.
We overcome this hurdle by defining an inexact variational formulation of the
matching problem between (weighted) shape graphs of any underlying topology,
relying on the convenient measure representation given by varifolds to relax the
exact matching constraint. We then prove the existence of minimizers to this
variational problem when we have Sobolev metrics of sufficient regularity and a
total variation (TV) regularization on the weight function. We also propose an
efficient numerical optimization approach to solve the problem, which is based on
the smooth FISTA algorithm.

Persistent Laplacians: Properties, Algorithms and Implications (Fri)
Zhengchao Wan (The Ohio State University)

Abstract: In this work we present a thorough study of the theoretical properties and
devise efficient algorithms for the persistent Laplacian, an extension of the standard
combinatorial Laplacian to the setting of simplicial pairs: pairs of simplicial
complexes related by an inclusion, which was recently introduced by Wang,
Nguyen, and Wei.

In analogy with the non-persistent case, we establish that the nullity of the q-th
persistent Laplacian equals the q-th persistent Betti number of any given simplicial
pair which provides an interesting connection between spectral graph theory and
TDA.

We further exhibit a novel relationship between the persistent Laplacian and the
notion of Schur complement of a matrix. This relation permits us to uncover a link



with the notion of effective resistance from network circuit theory and leads to a
persistent version of the Cheeger inequality.

This relationship also leads to a novel and fundamentally different algorithm for
computing the persistent Betti number for a pair of simplicial complexes which can
be significantly more efficient than standard algorithms.

Consistency of spectral multi-manifold clustering (Sat)
Chenghui Li (University of Wisconsin Madison)

Abstract: Graph Laplacians are ubiquitous in Machine Learning, especially in
manifold clustering problems, and due to this, researchers have investigated some
of their theoretical properties. In particular, in the past years, several works have
found strong connections between graph Laplacians on proximity graphs and PDEs
on manifolds. In this talk, I will present new results on the spectral consistency of
graph Laplacians defined on geometric graphs when the nodes are sampled from a
distribution supported on the union of a collection of manifolds that can intersect. I
will first discuss theoretical results in the case where all manifolds have the same
dimension, and if time permits will then generalize. I will state necessary conditions
on graph constructions that guarantee recovery of the multiple manifolds
underlying the data and give particular emphasis to a path-based algorithm. I will
compare that construction with one based on local PCA. This is recent joint work
with Nicolas Garcia Trillos and Pengfei He.

Graph-based Matérn Priors and Forward Maps for Inverse Problems on
Manifolds with Boundary (Sat)
Hwanwoo Kim (University of Chicago)

Abstract: Our work aims to solve PDE-constrained inverse problems on manifolds
with boundaries. To this end, we introduce graph-based Matérn-type Gaussian
priors that enable flexible modeling of boundary conditions. We illustrate the
graphical approximation of forward maps in elliptic and parabolic inverse problems.
Our approach leverages the ability of the Ghost Point Diffusion Map algorithm to
approximate second-order elliptic operators that are widely used to define prior and
forward models in inverse problems.



Persistent spectral graph theory (Fri)
Rui Wang (Michigan State University)

Abstract: Persistent homology (PH) is one of the most popular tools in topological
data analysis (TDA), while graph theory has had a significant impact on data
science. This work introduces persistent spectral graph (PSG) theory to create a
unified low-dimensional multiscale paradigm for revealing topological persistence
and extracting geometric shapes from high-dimensional datasets. In PSG theory,
families of persistent Laplacian matrices (PLMs) corresponding to various topological
dimensions are constructed via a filtration to sample a given dataset at multiple
scales. The harmonic spectra from the null spaces of PLMs offer the same
topological invariants, namely persistent Betti numbers, at various dimensions as
those provided by PH, while the non-harmonic spectra of PLMs give rise to
additional geometric analysis of the shape of the data. We develop an open-source
software package, called highly efficient robust multidimensional evolutionary
spectra (HERMES) as well, to enable broad applications of PSGs in science,
engineering, and technology.

Topology-Aware Deep Image Segmentation (Sun)
Xiaoling Hu (Stony Brook University)

Abstract: In the segmentation of fine-scale structures from natural and biomedical
images, per-pixel accuracy is not the only metric of concern. Topological
correctness, such as vessel connectivity and membrane closure, is crucial for
downstream analysis tasks. To address this issue, we propose new approachs to
train deep image segmentation networks for better topological accuracy. Firstly, we
design a continuous-valued loss function that enforces a segmentation to have the
same topology as the ground truth, i.e., having the same Betti number. The
proposed topology-preserving loss function is differentiable and we incorporate it
into end-to-end training of a deep neural network. Moreover, leveraging the power
of discrete Morse theory (DMT), we identify global structures, including 1D
skeletons and 2D patches, which are important for topological accuracy. Trained
with a novel loss based on these global structures, the network performance is
significantly improved especially near topologically challenging locations (such as
weak spots of connections and membranes). On diverse datasets, our method
achieves superior performance on both the DICE score and topological metrics.



Fast Computing of Persistence Diagram of Flag Complexes (Sat)
Eduard Tulchinskiy (National Research University Higher School of Economics,
Moscow, Russia)

Abstract: The central method of topological data analysis is persistence homology.
Its idea is to infer the multiscale topology of the data, approximated by simplicial
filtration, resulting in a persistent diagram -- the stable and compact descriptor of
data's topology. For popular data domains such as point clouds or graphs simplicial
filtrations of a special kind, so-called flag filtrations are considered.

Computation of persistence diagrams in practice is very resource-consuming, which
limits the possibility for this method to be implemented for work with large
datasets. In this work, we propose a new efficient implementation of the algorithm
for that task for the case of flag filtrations. Our solution is based on recent results in
combinatorial and algebraic topology that allowed to significantly optimize the
process of computation of persistence diagrams along with the parallel reduction of
the boundary matrix of a filtration. We compare our method with the
state-of-the-art one on real and model data in terms of time and memory required.

Topological Data Analysis through alignment of Persistence Landscapes
(Sun)
James Matuk (Department of Statistics, The Ohio State University)

Abstract: Persistence landscapes are functional summaries of persistence diagrams
designed to enable analysis of the diagrams using tools from functional data
analysis. They comprise a collection of scalar functions such that birth and death
times of topological features in persistence diagrams map to extrema of functions
and intervals where they are non-zero. As a consequence, topological information is
encoded in both amplitude and phase components of persistence landscapes.
Through functional data analysis of persistence landscapes under an elastic
Riemannian metric, we show how meaningful statistical summaries of persistence
landscapes (e.g., mean, dominant directions of variation) can be obtained by
decoupling topological signal present in amplitude and phase variations. The
estimated phase functions are tied to the resolution parameter that determines the
filtration of simplicial complexes used to construct persistence diagrams. For a
dataset obtained under scale and sampling variabilities, the phase function
prescribes an optimal rate of increase of the resolution parameter for enhancing the
topological signal in a persistence diagram. We demonstrate benefits of alignment
through several simulation examples and a real data example concerning structure
of brain artery trees represented as 3D point clouds.



Machine Learning Predicting Adhesive Free Energies of Polymer-Surface
Interactions (Sun)
JIale Shi (University of Notre Dame, Department of Chemical and Biomolecular
Engineering)

Abstract: Polymer-surface interactions are crucial to many biological processes and
industrial applications of biopolymers. A polymer’s composition significantly
influences its structural and functional properties, such as its solubility and
conformations. Here we propose a machine-learning method to connect a model
polymer's composition with its adhesion to decorated surfaces. We simulate the
adhesive free energies of 20000 unique coarse-grained 1D sequential polymers
interacting with functionalized surfaces and build support vector regression models
that demonstrate inexpensive and reliable prediction of the adhesive free energy as
a function of the sequence. Our work highlights the promising integration of
coarse-grained simulation with data-driven machine learning methods for the
design of new functional polymers and represents an important step toward linking
polymer composition with polymer-surface interactions.

Quantization Methods for Preserving Euclidean and Kernel Distances (Sun)
Jinjie Zhang (University of California San Diego)

Abstract: We will show two novel quantization algorithms to transform random
projections of high dimensional data into binary sequences. Then the original
Euclidean/Kernel distances can be recovered with high accuracy based on
generated bitstreams and our methods are both fast and memory efficient. Besides,
we prove that the distance reconstruction error admits a polynomial decay as the
embedding dimension increases. Thus the length of the binary codes required to
achieve a desired accuracy is quite small, and we show it can even be compressed
further without compromising the accuracy. To illustrate our results, we empirically
show by testing the performance of our methods on several machine learning tasks
that our method compares favorably to other state of the art quantization methods
in this context.

This talk is based on the following two papers:
1. Jinjie Zhang, Rayan Saab. Faster binary embeddings for preserving euclidean
distances. ICLR 2021.

2. Jinjie Zhang, Alexander Cloninger, Rayan Saab. Sigma-Delta and Distributed
Noise-Shaping Quantization Methods for Random Fourier Features. arXiv:
2106.02614, 2021



Novel Homology-Based Centrality Measures for Weighted Graphs (Sun)
John Rick Manzanares (University of the Philippines Baguio)

Abstract: Many complex networks such as social and telecommunication networks
use graph-based centrality measures in determining the relative significance of
nodes or cycles in the network. Giscard and Wilson introduced loop-centrality that
uses the number of walks intersecting a loop as a measure of its importance. In
contrast, we consider specific algebraically-computable topological signatures
pertaining to cycles and their lifetime to design novel centrality measures. A
widely-used criterion for topological feature importance is via persistence across a
filtration of the underlying simplicial complex. In this study, we propose novel graph
centrality measures that leverage persistence of homology classes as well as their
merging history along the filtration. These homology-based centrality measures
produce, for all cycle generators, curves that reflect the relative importance of the
corresponding generator across its entire evolution. By applying these centrality
measures on toy examples, we demonstrate the consistency of detected
information by these measures with respect to other topological summaries, and
highlight its ability to capture new information possibly missed by other summaries.
We also discuss some properties of these homology-based centrality measures.

Persistent cup product for quasi periodicity detection (Fri)
Luis Polanco Contreras (Michigan State University)

Abstract: Many natural phenomena are characterized by their periodic nature,
including animal locomotion, biological processes, pendulums, etc. Part of
understanding periodic process is being able to differentiate them from
quasiperiodic occurrences. Many advances have been made to use topological data
analysis to classy and understand quasiperiodic signals. Some of these
methodologies make use of persistent 2-dimensional homology to obtain
quasiperiodic scores that indicate the degree of periodicity or quiasiperiodicity of a
signal. There is a significant computational disadvantage in this approach since it
requires, the often expensive, computation of 2-dimensional persistent homology.

Our contribution in this area uses the algebraic structure of the cohomology ring to
obtain classes in the 2-dimensional persistent diagram by only using classes in
dimension 1, saving valuable computational time in this manner and obtaining more
reliable quasiperiodicity scores. We develop an algorithm that allow us to effectively
compute the cohomological death and birth of a persistent cup product expression.
This allows us to define a quasiperiodic score that reliably separates periodic from



quasiperiodic time series.

Phase estimation with persistent homology (Sat)
Wojciech Reise (Datashape, Inria Paris-Saclay; Department of Mathematics,
Univeriste Paris-Saclay)

Abstract: Instantaneous frequency or phase estimation is important to recover
information contained in a signal, for example, encoded through frequency
modulation. In that particular case, the modulated wave is sinusoidal with a simple
structure. Standard methods like counting the number of zero-crossings or the
Hilbert transform estimate these quantities correctly. In other problems though, the
form of the modulated wave may not be controlled or known and the classical
methods can be obscured by additional frequencies contained in it. We propose a
method that generalizes period counting to a wider collection of signals. Using the
sub-level set homology of one-dimensional signals, we characterize its periodic
structure topologically and use it to segment the signal, providing a phase estimate
akin to zero-crossings. Our method depends on a scale parameter which we also
show how to choose.

Smooth graph learning for functional connectivity estimation (Fri)
Xinyue Xia (UCSD)

Abstract: Functional connectivity (FC) estimated from functional magnetic
resonance imaging (fMRI) signals is important in understanding neural
representation and information processing in cortical networks. However, due to a
lack of “ground truth” FC pattern, the reliability and robustness of FC estimates are
usually examined in downstream FC analysis tasks, such as performing participant’s
identification (also known as “fingerprinting”). In this paper, we propose to learn FC
via a smooth graph learning framework. In particular, we treat each time frame of
the fMRI time series as a graph signal on an underlying functional brain graph, and
estimate the smooth graph functional connectivity (SGFC) by learning the weighted
graph adjacency matrix based on graph signal smoothness assumption. We
demonstrate that our approach gives rise to a natural and sparse graph
representation of FC from which reliable graph measures can be extracted.
Reliability of SGFC is evaluated in the context of fingerprinting and compared to
correlation FC (CFC). In addition, we also validate SGFC with scanning condition
decoding task and its cognitive relevance to predict fluid intelligence.


